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Executive Summary 

The ultimate promise of AI is information delivery in real time. Given multiple streaming data sources, 
the AI platform should deliver decision-making data as a situation unfolds. Splunk is such a platform and 
has found a home alongside other AI platforms such as Hadoop and Spark specifically because of its real 
time data convergence capabilities. As such, it can now address the burgeoning interest in Internet of 
Things (IoT), IT Service Intelligence (ITSI) and Artificial Intelligence (AI) applications because it has 
already proven itself in critical enterprise security and event management (SIEM) roles. 

Here we look at Splunk’s unique storage architecture—a critical enabler of Splunk’s real time processing 
capability. Splunk storage is responsible for ingesting data from disparate origins and in disparate 
formats and delivering that data to Splunk processing elements. It is also tasked with persisting data 
over increasingly longer time periods. As an information delivery and preservation engine, Splunk 
storage must display three qualities that are typically difficult to achieve all at the same time—high 
computational performance, PB scale and relatively low cost. 

As new storage and virtualization technologies advance, they can and will be blended into the Splunk 
platform by users and vendors. Here we review how some of those advancements are implemented, 
often under the guidance of Splunk, and specifically how HPE solutions can be seen as examples of 
advanced deployments.   

Splunk for Operational Intelligence Use Cases 

The advent of streaming data gives rise to Operational Intelligence (OI) – the ability to make business 
decisions in real time based on a confluence of streaming data sources. These data sources, now 
becoming ubiquitous, are easy to tap. The challenge for computing technologists is converging them in 
such a way that business users are empowered to make decisions based on relevant, accurate and 
immediately available data. The Splunk platform delivers on the promise of OI by ingesting, indexing, 
and correlating real-time data in a repository that can be searched. Results are returned in the form of 
alerts, reports, graphs and other types of visualization. 

As such, Splunk is commonly used for enterprise security where the ability of the platform to detect and 
deter threats is highly valued. For example, many enterprise IT organizations use outside contractors to 
develop, test and maintain applications when they are pressed to implement a new project but lack the 
internal expertise that may be required. However, bringing-in help from the outside potentially exposes 
the enterprise to security breaches when on the job and after contract termination. A financial services 
firm addressed this exposure by using Splunk to integrate data from the firm’s many security monitoring 
systems to assess the threat potential in real time and quickly remediate. 

While upwards of 80% of current users deploy Splunk for security applications, other use cases that yield 
new insights from real time data convergence are also appearing. These include:  



Enterprise Storage for Splunk 3 

 

© 2019 Evaluator Group, Inc.  All rights reserved.  Reproduction of this publication in any form  
without prior written permission is prohibited. 

 

On-line Retail Order Tracking 

On-line retail order fulfillment often involves a complex network of internal and external supply 
chain systems controlled by partners. The potential for orders to “fall through the cracks” is ever-
present. The result is lost revenue and customer good will. Splunk is used to visualize its 
transaction pipeline while following orders as they travel from inception to final delivery. 

Healthcare Insurance Claims Processing 

Errors occur during healthcare claims processing. When this occurs, claims must be manually 
reprocessed adding expense to the system. At high error rates, the added expense is crippling. 
Splunk is used by one insurer to construct an end-to-end view of its claims processing chain that 
crossed multiple systems. The insurer is able to immediately identify improperly submitted 
claims as well as spot and remediate system errors. 

Marketing Analytics 

A SaaS vendor offers its platform on a temporary, free trial basis. Sales then follows-up with a 
conversion to purchase effort. Splunk is used to determine the most promising leads and the 
most effective ways to reach them. It also identifies prospects who are using the platform 
beyond the free trial period. In another example, a national wireless carrier uses Splunk to 
integrate and transform sales reports, web traffic, transaction data and marketing projections 
into a real time dashboard for use by marketing and sales executives. 

Splunk Basics 

Splunk processing is divided among tiers composed of servers that perform separate functions. While 
these functions can be executed within a single server for small deployments, they are more commonly 
assigned to multiple servers for scalability and performance. Functions are assigned to three categories 
of servers: 

Forwarders—Ingest raw data to be sent-on to indexers. Forwarders can also send data to other 
Splunk instances or other systems (Hadoop for example) 

Indexers—Transform raw data into events, index the data as it is ingested from the Forwarders, 
and perform searches against the indexed data within each Indexer 

Search Heads—Perform search management functions such as those that would be used in 
distributed searches across multiple indexers where merging the results back to the user would 
be required 
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Figure 1. Functional processing tiers that compose the Splunk processing architecture. Note the storage 
“buckets” (Hot, Warm, Cold, Frozen) assigned to each Indexer. (Source: Splunk) 

The Splunk Storage Architecture 

The Splunk storage architecture is designed to encompass and process data that arrives in real time as 
well as data that has been stored for later retrieval. In addition to the tiered processing architecture, 
Splunk also implements “rolling” tiered storage assigned to each Indexer. This is done for immediate, 
real time information delivery as well as historical and contextual analysis.  

Splunk specifies the implementation of four basic tiers or “buckets” that vary in performance and 
capacity levels. Automated data movement between buckets is done according to criteria that are 
specified by a Splunk administrator. All but the Frozen tier is searchable: 

Hot – Landing place for ingested data from Forwarders. Storage is writable and data is searchable. 
This data tier is typically composed of SSD or fast HDD. Hot buckets cannot be backed-up 
because the indexer is actively writing to them. However, snapshots can be taken.  

Warm – Data is rolled logically (i.e. not physically moved) and the bucket renamed to the Warm 
tier first from the Hot tier. Data within this tier is protected and, like the hot tier, can be 
composed of larger capacity SSD or HDD. Both incremental and full backups are supported using 
common data protection solutions. 

Cold – Data rolled to this tier from the Warm tier is historical and less frequently accessed data. 
Capacity HDD is typically used for this tier.  
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Frozen – Final destination for Splunk data that is either archived or deleted. Data within this tier 
can be “thawed” and promoted upwards as needed. S3 object storage is typically used for this 
tier. Note that S3 object storage and can also be used for Warm buckets with Splunk SmartStore 
(see below). 

As data ages or when a bucket is full, it is rolled-off to the next lower performance tier as is shown in 
Figure 1.  

However, Splunk administrators are increasingly taking advantage of SmartStore (described in detail 
below) to disaggregate compute from storage within the same physical device. SmartStore allows them 
to implement the Warm tier using the S3a API as well as the Cold and Frozen tiers. 

Real World Splunk Storage Deployment 

There are three basic storage deployment models that can be used to support Splunk processing for real 
world applications while at the same time fulfilling Splunk’s tiered storage requirements. Actual 
deployment architectures will largely depend on the capacity, scalability and enterprise operational 
needs of the user. 

Direct-attached Storage (DAS) - Clustered server nodes with internal disk capacity 

Distributed database and file system storage is commonly deployed at the clustered server level. 
This is done mostly to achieve high performance while the data capacity of the cluster increases 
to handle growing application workloads. However, as time goes on, the shortcomings of this 
approach begin to appear. Because processing and storage are tightly integrated at the server 
level, additional servers are needed when the cluster starts to run short of storage capacity. This 
forces the administrator to add both compute and storage resources when only storage is 
needed resulting in increasing hardware inefficiency.  

The DAS deployment model introduces additional administrative difficulties over time: 

1. Implementing disaster recovery capabilities creates the need to make replicas of data 

between servers to provide data availability in the case of a server failure. Over time, this 

increases the amount of total cluster storage significantly. 

2. As the cluster grows, DAS used for the Frozen data bucket adds cost that could be 

reduced by using S3 object storage instead. 

3. DAS is an impediment to cluster virtualization which is now an accepted way to 

concurrently manage multiple clusters devoted to specific user groups or application 

scenarios. 

The DAS storage architectural model is a typical starting point for Splunk administrators. 
However, it is increasingly common to see shared storage used to address the shortcomings 
noted above. 
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High-performance, shared storage arrays  

The use of high-performance shared storage arrays is increasing for distributed database and file 
system-based workloads for several reasons. High performance is available at decreasing cost 
thanks to the availability of higher capacity SSD which is typically incorporated into these arrays, 
either as all-Flash or hybrid SSD plus HDD. Hybrid arrays can simplify storage administration 
while satisfying the requirements for Splunk’s hot, warm and cold storage buckets. The hybrid 
array can be configured for all Hot buckets while the array automates tiered data placement 
thereafter. In addition, they offer enterprise array storage features such as internal data 
protection, snapshots, replication and deduplication/compression—all of which can be used to 
the advantage of the Splunk administrator.  

With shared storage, the need to make replicas of data for disaster recovery is removed. The 
shared array maintains the data separate from the server and, in the case that a server fails, 
another server can take its place without concern for data loss. Shared storage also enables the 
virtualization of Splunk clusters. However, it does not typically incorporate S3 object storage for 
cost-efficient implementation of Frozen data storage.  

High performance shared storage integrated with an S3 scale out storage layer  

Storage efficiency at petabyte scale is enabled when an object storage capability is integrated 
with Splunk clusters where shared storage is also implemented. Splunk supports an S3 object 
storage API which can be used for data that is rolled-off to the cold and frozen buckets. Large 
capacity, scale-out object storage systems make this a cost-saving reality. These object stores can 
be on-premises deployments or cloud-deployed which can be advantageous for clusters needing 
multi-geographically distributed disaster recover capabilities.  

Splunk SmartStore—The Value of Shared Storage for Splunk 

As noted, the server-based DAS deployment model imposes limitations, particularly when rapid storage 
capacity growth is anticipated as is typically the case with Splunk. Storage demand outpaces compute 
demand as hot/warm/cold buckets become more difficult to manage efficiently. Decoupling compute 
from storage removes these barriers while enabling even greater performance gains. Splunk’s research 
indicates that more than 95% of Splunk searches are over data that is only 24 hours old or less. Since the 
active dataset at any given time is usually a much smaller subset of the entire dataset, the 
computational resources added in the DAS model at scale will be heavily under-utilized.  Over time, 
users pay for compute power that will rarely if ever be used. 

However, decoupling compute from storage adds a new challenge: How does one preserve Splunk’s 
hot/warm/cold/frozen data tiers when shared storage is added to the cluster? Splunk’s answer is 
SmartStore--automated and dynamic placement of data driven by an application aware cache that 
evaluates data age, priority and users’ data access patterns. SmartStore determines which data needs to 
remain accessible within the cluster for real-time analytics and which data can be moved to shared 
and/or remote object storage via an S3 API. SmartStore’s application aware cache optimizes data 
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placement on local storage in combination with user configurable data priority. SmartStore also reduces 
cluster-internal storage requirements for aging (warm/cold) data. This allows growing volumes of data 
to be retained at lower cost per TB while maintaining searchability across hot/warm/cold buckets. With 
SmartStore, compute power is added only when needed.  

Splunk Storage Configuration Choices from HPE 

HPE is an example of a vendor that can offer all of the multiple storage options available to Splunk users 
and administrators. In addition, HPE can address small scale clusters as well as large, scale-out 
deployments requiring performance and economy at scale.  

HPE addresses two major objectives common to Splunk users and administrators: Achieve optimal 
performance but do so at an affordable cost as the cluster grows to take on more application users and 
more data retained by Splunk storage. For flexibility, storage can either be DAS/server internal or 
external and decoupled from clustered servers.  

HPE Servers and DAS 

For users wishing to preserve a server-oriented DAS storage architecture, HPE offers its Proliant and 
Apollo server families. 

HPE Proliant DL - for small/entry-level Splunk implementations with embedded disk storage 

HPE Apollo - platform for Splunk workloads deployed at rack-scale with compute, networking and 
storage. The Apollo 2000 is compute optimized for HPC performance while the Apollo 4200 and 4510 
are storage-dense servers for users wanting to leverage locally attached DAS which can be a 
combination of Flash SSD and rotating HDD. 

HPE Storage 

Splunk’s data ingest and indexing operations generate high I/O, random read and write workloads which 
the underlying storage must respond to. SSD-based storage performance is critical to Splunk’s success as 
a real time AI-based information delivery and decision-making engine. SSD support is needed and 
delivered in the MSA, 3PAR and Nimble arrays for physical or virtualized/containerized Splunk 
environments. These are appropriate for both the hot and warm data buckets.  For cold and frozen data 
storage integrated with HPE’s high performance arrays, HPE offers HPE Scalable Object storage with 
Scality RING, a scale-out object storage platform that supports the S3 API. HPE Scalable Object storage 
with Scality RING allows geo-dispersed deployments providing data availability in case of data center 
outages.  

HPE MSA Arrays – Entry-level storage arrays for SAN attachment to Splunk clusters featuring: 

• Converged SAN controller with 16 Gb/s FC and 10GbE LAN or iSCSI devices  
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• 4GB Cache 

• SSD support with integrated “wear gauge”  

• Self-Encrypting Drives 

HPE 3PAR StorServ Arrays – Midrange to large scale SAN-attached systems 

• All-Flash and hybrid SSD/HDD configurations for hot and warm data with the features required 

for enterprise production operations 

• Adaptive Flash Cache to increase read hits and improve random read performance 

• Docker container support including plug-ins for Docker that automate data management in a 

containerized Splunk environment 

• Snapshots for internal system data protection 

• Deduplication and compression capability with the option to turn on or off at administrative 

discretion 

• Quality of Service functionality (QoS) as well as multi-tenancy through virtual domains 

• Recovery Manager Central (RMC) for integration with HPE StoreOnce data protection storage 

• HPE Infosight for AI-driven storage management and monitoring 

HPE Nimble Arrays – All-Flash and Adaptive Flash Storage Systems  

• Integrated high performance and high capacity Flash storage system to address Splunk end to 

end data life cycle from hot through frozen buckets in a single array or multiple arrays 

• Inline variable block deduplication and compression for increased data reduction 

• Enterprise production operations features for management, performance, scalability, and data 

protection 

• Support for HPE Cloud Volumes  

• API Plug-ins for container deployments 

• HPE Infosight for AI-driven storage management and monitoring 

HPE Scalable Object storage with Scality RING – PB-scale Object Storage 

• Trillions of objects in a single namespace addressed directly and concurrently 

• 24 x 7 storage system uptime 

• Policy-based data protection schemas with native multi-site capabilities and self-healing features 

• On-premise object storage at the price point of S3 public cloud storage 

Cloud-like, Consumption-based Acquisition – HPE GreenLake 

HPE GreenLake Flex Capacity allows users to take complexity out of the infrastructure procurement and 
payment process—a trend which is more in line with the way customers now budget for cloud. HPE 
GreenLake Flex Capacity packages infrastructure (hardware and software) plus associated metering, 
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usage tracking and support services and makes the offering available to customers on a monthly pay-
per-use basis. HPE’s PointNext services division can also layer management services on top of HPE 
GreenLake Flex Capacity to meet individual customer needs, delivering both infrastructure and services 
such that customers can acquire an entire managed services solution on a pay-as-you-go, consumption 
basis. HPE GreenLake Flex Capacity allows Splunk users to scale server and storage infrastructure 
capacity up or down while paying only for the capacity consumed. Depending on the infrastructure 
components, measured consumption can be based on VM’s, processors, containers, storage capacity, 
communications ports, etc. Automated measurement is enabled by the HPE Consumption Analytics 
Portal for metering and billing. 

HPE and Splunk Validated System Architectures 

In order to get the most from a supporting infrastructure deployment, Splunk has created Validated 
System Architectures for use by its delivery, integration and support partners. HPE conforms to Splunk’s 
requirements that include: 

• Continuous availability including geo-clustering and disaster recovery-dispersal 

• Maintenance of optimal service levels 

• Ability to scale and maintain performance as workloads increase  

• Data protection across differing configurations  

• Centrally manageable and operable across all data tiers 

• Attractive economics resulting from efficient data tiering options 

Final Thoughts and Conclusion 

Splunk has grown to a prominent position as a platform for processing AI workloads. The platform itself 
is based on a scale-out cluster of processing nodes that houses both compute and storage components.  
Doing so follows a fundamental performance-enabling principal of moving processing to where the data 
is stored in order to optimize the performance of the Splunk cluster under varying workloads. For Splunk 
business users and administrators, this practice will continue to prove satisfactory.  

However, users who are cognizant of new technological advances that can be applied to Splunk are now 
starting to break with the fundamental notion of bonding compute to storage. These advances include: 

• Gains in I/O bandwidth between compute and shared storage 

• Increasing cost-effectiveness of solid-state disk 

• Virtualization and containerization  

For distributed database applications such as Splunk, the tide is turning towards disaggregating compute 
and storage by using shared, external storage. This trend toward disaggregation enables enterprise IT 
administrators charged with managing Splunk environments to apply efficiencies that are unavailable to 
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them under the standard DAS-based architectural model. This results in the ability to consolidate and 
virtualize Splunk clusters and thereby reduce total cost of ownership (TCO). 

In conclusion, we see that HPE brings these new technologies to Splunk environments in order to 
advance the viability of the platform for applications that leverage new sources of information that are 
created when one converges multiple streaming data source in real time. Yes, Splunk has found a home 
in security circles, but a broader set of applications awaits as was shown in our discussion of Splunk real 
world use cases. This is also evident in Splunk’s Machine Learning toolkit that empowers the “citizen 
data scientist.” HPE is cognizant of the expanded applicability of Splunk and is prepared to help users get 
the best performance and cost efficiencies out of their present and future deployments. 
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