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Exponential data growth from increased infrastructure, application, and network traffic have 
outpaced most security solutions’ ability to effectively leverage this data to detect, alert, 
and prevent security events. As data rates exceed an organization’s ability to index, store, 
and analyze the data, it is estimated that nearly half3 of this security-related digital exhaust 
isn’t even being utilized in security analytics because the data simply can’t be loaded and 
processed in time. This means there are huge blind spots in IT security and operations.

The problem is that legacy infrastructure not optimized for Splunk combined with lack of 
experience with Kubernetes has resulted in the underutilization of oversized systems. Even 
in optimal solutions, indexing is measured in the 100 GB to 300 GB per day per host range 
but still operate at relatively low CPU utilization, requiring massive overdeployments of 
infrastructure to keep pace with data growth. This excessive infrastructure inflation means 
that data centers are bursting at the seams as IT support teams struggle to scale out 
ingestion, processing, storage, and analysis of this data. The increased infrastructure and 
management costs coupled with the growing backlog of data and security insights is forcing 
organizations to find ways to optimize their delivery and consumption of Splunk analytics. 

INNOVATION FROM HEWLETT PACKARD ENTERPRISE, INTEL®, 
AND SPLUNK 

Solving these problems allows organizations to ingest more data and eliminate blind spots 
and is paramount for security, but it requires application, architecture, and consumption 
model modernization—which individually can be risky and combined is a daunting task. 
This is why HPE, Intel, and Splunk collaborated to solve the ingest problem with a unique 
as-a-service (aaS) solution that allows for independently scaling indexers and search heads 
up, down, and out. This allows organizations to leverage all of the critical data to get a full 
view of the IT security landscape and get the most value from existing Splunk investments 
with efficient, right-sized deployments. The key innovations in this solution are:

• Splunk Operator for Kubernetes (SOK)

• HPE Ezmeral Container Platform

• Splunk SmartStore

• HPE Scalable Object Storage with Scality RING

• HPE ProLiant and HPE Apollo compute platforms with Intel® Xeon® Scalable processors 
and Intel Non-Volatile Memory Express (NVMe)
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Solution overview
HPE GreenLake leverages the 
HPE Ezmeral Container Platform to 
deliver an enhanced/improved aaS 
Splunk solution to help eliminate the 
security blind spot.

Index up to

8.7 TB/day1

per host

Reduce infrastructure footprint by up to

17x2

Offer/avail as a fully managed aaS 
on-premises or colocation solution “60 percent say more than half of their organization’s 

data is not captured….”
– THE STATE OF DARK DATA, Splunk Inc., 2019

1, 2  Based on product’s technical specifications

3  THE STATE OF DARK DATA, Splunk Inc., 2019, page 7

TABLE OF CONTENTS
2 INNOVATION FROM HEWLETT 

PACKARD ENTERPRISE, INTEL®, 
AND SPLUNK 

3 Splunk Operator for Kubernetes
3 HPE Ezmeral Container Platform for 

container management and operations
5 Splunk SmartStore
5 HPE Scalable Object Storage with 

Scality RING for Splunk SmartStore data 
retention and access

6 HPE ProLiant DL380 Gen10 using 
Intel Xeon Scalable processors and Intel 
NVMe for containerized Splunk

7 System sizing and requirements
8 On-premises aaS cloud experience 
8 Workload-enhanced infrastructure to 

help eliminate bottlenecks at scale
8 Benchmark results

9 KEY SOLUTION RESULTS 

9 WHAT THIS MEANS FOR YOU 

https://www.splunk.com/pdfs/dark-data/the-state-of-dark-data-report.pdf
https://www.splunk.com/pdfs/dark-data/the-state-of-dark-data-report.pdf


Splunk Operator for Kubernetes
Kubernetes is an open-source orchestration engine for containerized workloads maintained 
by the Cloud Native Computing Foundation (CNCF). It provides for automation deployment, 
scaling, and operations of containers across pools of resources. Pairing Kubernetes as the 
orchestrator with Docker as the container engine gives a modern platform for application 
packaging, deployment, and orchestration.

A Kubernetes operator uses the control loop principle to orchestrate custom resources. 
This extends Kubernetes resources that are available in a standard distribution. The custom 
resources simplify a complex set of resources, components, and concepts.

The SOK4 allows Splunk administrators to deploy and operate enterprise deployments of 
Splunk in a Kubernetes environment. SOK is a container and set of instructions that has been 
designed to deploy and manage the resources of even the most complex instances of Splunk 
and integrates it with the underlying Kubernetes tools and processes.

HPE Ezmeral Container Platform for container management and operations
The SOK needs a place to run and do the necessary work it is designed to do. HPE brings 
the Ezmeral Container Platform to bear with the SOK to create a fully realized system.

HPE Ezmeral Container Platform is the industry’s first enterprise-grade Kubernetes-based 
container platform5 designed for both cloud-native and distributed non-cloud-native 
applications, enabling true hybrid cloud operations across any location: on-premises, public 
clouds, and edge.

• Bring the speed and efficiency of containers to both cloud-native microservices apps and 
non-cloud-native monolithic apps 

• Lower costs with bare-metal containers and reduce risk with enterprise-grade security

• Deliver new code releases faster with one-click container deployment

• Build once and run anyplace (on-premises, public clouds, and edge), providing hybrid cloud 
portability

The HPE Ezmeral Container Platform brings additional benefits to open-source CNCF 
Kubernetes but without modifying the open-source code, bringing the value add around and 
to Kubernetes.
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FIGURE 1. Overview of containerized application infrastructure

4  SOK is currently only available in prerelease.

5  hpe.com/containerplatform

https://github.com/splunk/splunk-operator
http://www.hpe.com/containerplatform


• Ease of access: Create, control, and manage solution environments through a single pane 
of glass

• Rapid cluster creation: Spin up ready-to-run unmodified clusters in minutes via 
self-service UI or APIs

• Multitenancy: Run completely isolated application clusters and distributions on shared 
infrastructure

• Elastic: Add or remove nodes on demand, with elasticity to quickly expand or contract 
cluster size based on workload

• Data access: Preintegrated persistent container storage and data fabric; access datasets 
without data duplication via DataTap and IOBoost technology

• Security: Complete end-to-end security with AD/LDAP, Kerberos, and TDE integration

• Cloud ready: Offload compute resources via the public cloud providers or managed 
private clouds

When deploying the SOK, the HPE Container Platform takes instructions from the 
Kubernetes manifest to deploy search, index, cluster head license head, and other functions 
across the cluster and across sites. Multiple containers can run per host, typically 10 to 12 
containers per HPE ProLiant DL380 server. Each server has a mix of container types to 
distribute search and index across the cluster.

The control plane of the HPE Ezmeral Container Platform allows for multiple Kubernetes 
clusters, of the same or different versions to allow for version upgrades.

The HPE Ezmeral Container Platform runs as a highly available control plane with a primary 
controller, shadow controller, gateways, and Kubernetes heads. These control functions are 
geographically distributed with a third independent site providing arbitration for tie breaking. 
Any site can take a total loss without cluster interruption.
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FIGURE 2. HPE Ezmeral Container Platform



Additionally, the HPE Ezmeral Container Platform implements Istio gateways in each physical 
location, Istio Envoy sidecars in each service pod to integrate into the container service 
mesh, and the Istio daemon to provide the control plane for the service mesh. And it is used 
in conjunction with higher level single sign-on and authentication tools. Together, the Istio 
components control the flow of traffic between microservices and provide load balancing 
and direction inside the cluster as well as connect to container native security tools.

The HPE Ezmeral Container Platform uses CoreDNS to provide DNS services for the 
Kubernetes clusters. Each Kubernetes cluster has two CoreDNS pods deployed for 
redundancy. DNS queries that are not within the cluster domain of Kubernetes are forwarded 
to predefined resolvers in /etc/resolv.conf (that is, the upstream DNS server). 
CoreDNS is configured to report health to http: //localhost:8080/health and in 
the event of a failure, is configured to make the process unhealthy and then wait for five 
seconds before the process is shut down.

The HPE control plane creates port mappings in the HPE gateway for Kube API servers of 
the Kubernetes cluster and updates the kubeconfig with gateway mapping. Thereafter, all 
Kube API traffic to Kubernetes cluster head nodes is load balanced through gateway.

Bringing together the core components of the SOK and the HPE Ezmeral Container Platform 
provide a foundation for running Splunk while the functions for Kube API, Istio service mesh, 
CoreDNS, multitenancy, and geographic distribution provide a fully operational system.

Splunk SmartStore
The containerized Splunk application and HPE platform and control plane provide the 
application level needs. Separating out the data management from application management 
gives a more flexible architecture. Splunk SmartStore is an indexer capability that provides 
a way to use remote object stores to store indexed data. At large data volumes separating 
storage from compute allows separate scaling of long-term data retention and short-term 
cached data. SmartStore is a remote storage tier and cache manager that manages the 
movement of data between the indexer and the object storage tier.

The indexers maintain a local cache of the most recently used data and the object store 
maintains the longer-term storage of data.

By freeing up the indexers from the responsibility of long-term data storage means they can 
become stateless and integrate into a stateless containerized paradigm. 

HPE Scalable Object Storage with Scality RING for Splunk SmartStore data retention 
and access
To provide Splunk SmartStore a durable, resilient, and highly scalable target for object 
storage, HPE uses the HPE Scalable Object Storage with Scality RING running on 
HPE Apollo 4510 Gen10 storage servers using Intel Xeon Scalable processors. This provides 
a software-defined storage solution for petabyte-scale data storage that is designed to 
interoperate in the modern software-defined data center. RING is designed to create a 
scale-out storage system that is deployed as a distributed system on a minimum cluster of 
three storage servers. This system can be seamlessly expanded to thousands of physical 
storage servers across multiple sites as the need for storage capacity grows. To match 
performance to the deployed capacity, RING can independently scale out the access nodes 
(connector servers) to meet a customer’s growing I/O throughput requirements.

RING software is certified for use with Splunk SmartStore for S3 data access using 
HPE server configurations and supports new generations of hardware as they are released. 
RING requires no kernel modifications, helping eliminate the need to maintain hardware 
compatibility lists beyond the constraints imposed by the specific Linux® distributions 
running on the server.
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HPE Apollo 4510 Gen10 systems enable enterprises to deploy RING with efficiency at the 
scale with a maximum of 60 hard disk drives per server. This provides up to 960 TB of raw 
storage when using 16 TB HDDs large form factor drives in a 4U chassis. HPE Apollo 4510 
Gen10 server leverages HPE ProLiant technology to help optimize, secure, and automate the 
platform.

Data durability and resiliency is configurable within the object storage RING. The choices 
made on data locality, replication, and retention give each enterprise a specific sizing that 
determines the number of HPE Apollo 4510 storage servers to meet the requirements and 
retain the long-term data written and read by Splunk SmartStore.

Data protection is provided using erasure coding. The erasure coding protection is spread 
across storage servers and for further disaster recovery support the data is also replicated 
between sites. Combining erasure coding and site-to-site replication allows the HPE Scalable 
Object Storage system to achieve 14 nines of data durability,6 operate seamlessly in the 
event of a loss of servers, disks, and controllers, and with appropriate load balancing an 
entire data center can be protected.

HPE ProLiant DL380 Gen10 using Intel Xeon Scalable processors and Intel NVMe for 
containerized Splunk
The Splunk applications using the SOK and the HPE Ezmeral Container Platform need a 
highly optimized server infrastructure to provide maximum ingest and search for massive 
amounts of data. The HPE ProLiant DL380 Gen10 is a two socket, two rack-unit server. At two 
rack-units, the HPE ProLiant DL380 provides expansion abilities for PCIe slots and drive bays. 
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FIGURE 3. HPE Scalable Object Storage with Scality RING

6  scality.com/products/ring/
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To give maximum flexibility, all servers in the Kubernetes cluster are configured identically. 
Search and index functions can be processor intensive, so using a Xeon Scalable processor 
with both a high core count and high clock rate, above 3.0 GHz, are essential. As containers 
are loaded onto the servers, memory cannot be oversubscribed, so memory needs to match 
the container count pushing memory to 768 GB or higher.

In addition to the processors, memory, and server platform, using Intel NVMe solid-state 
drives can give Splunk additional data throughput needed to maximize ingest rates and 
hold all of the cache data on the indexer clusters at the lowest possible latency. Using 
Intel® Optane™ NVMe can give even lower latency and increased performance.

Further tuning of the HPE ProLiant and HPE Apollo servers is done using Workload Profiles 
from HPE. Workload Profiles is one of the HPE Intelligent System Tuning (IST) features and 
allows fine tuning of the resources in HPE servers by choosing a preconfigured Workload 
Profile. The server automatically configures the BIOS settings to match the selected 
workload.

System sizing and requirements
To size a complete system several variables are required:

• Daily ingest rate

• Cache retention period

• SmartStore object storage retention period for data that is accessed frequently 

• Search volume

• Availability and data replication requirements

The daily ingest rate provides the basis for most aspects of the underlying infrastructure. 
The retention periods are multiplied by the daily ingest rate to determine the amount of 
NVMe cache storage and long-term object storage. Overhead for replication to tolerate 
failures must be taken into account as well as compression of data by the Splunk application 
prior to writing to object storage.
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On-premises aaS cloud experience 
With HPE GreenLake complemented by HPE Pointnext Services, this solution is provided 
as a service on-premises or in a colocated solution, managed by HPE up through the 
HPE Ezmeral Container Platform and the HPE Scalable Object Storage layer. With the 
HPE GreenLake model, pay for what you use with no up-front outlay, scaling capacity up or 
down quickly. There’s no patching, performance tuning, or maintenance required, and you 
don’t need hard-to-find Kubernetes skills; HPE takes care of it. Additionally, this configuration 
offers burst options and the containerized solution is multi or hybrid cloud-ready when the 
time is right to expand from edge to cloud.

In this platform-as-a-service model, the billable metrics are only compute utilization 
on the container tier and disk storage usage on the object storage tier. In this model, 
HPE GreenLake provides:

• Pay per use: HPE GreenLake speeds insights to unlock data value with pay-per-use and 
financial flexibility for new ventures and business operations, so you can free up capital and 
boost operational and financial flexibility.

• Scale-up and scale-down: HPE GreenLake helps you create essential data and analytics 
services core to digital transformation, in your locations. HPE speeds insights for data 
science teams to unlock data value with pay-per-use, scale-up, and scale-down freedom.

• Simplified IT: Centralize operations and insights across your hybrid estate from a single 
intuitive self-service platform, HPE GreenLake Central; and get a unified view, monitor 
usage, cost performance, compliance, and more.

• Managed for you: Offload monitoring and management of your on-premises cloud and 
public clouds, securely managed from our world-class IT operations centers, helping you 
free up your resources to be more productive.

Workload-enhanced infrastructure to help eliminate bottlenecks at scale
Combining the SOK, HPE Ezmeral Container Platform, Splunk SmartStore, and HPE compute 
platforms utilizing Intel Xeon Scalable processors help eliminate the ingest bottleneck. 
HPE and Intel found the ideal Intel Xeon Scalable processors and RAM configuration 
and paired it with an extended local Intel NVMe NAND SSDs as cache to deliver massive 
ingestion performance. The solution is complemented with an object store using 
HPE Scalable Object Storage with Scality RING on the HPE Apollo 4500 Gen10 storage 
servers and the Splunk SmartStore to safely scale retention independently from hot cache 
with greater than 14 nines of data durability.7

Benchmark results
The HPE, Splunk, and Intel team tested concurrent searches and data model acceleration, 
using Splunk Enterprise Security with Intel IT production data (real world, high cardinality 
data, that is, nonsynthetic data) from seven different data sources. While running these 
searches, the solution was able to independently scale from 1, to 6, and up to 12 indexers 
per host delivering an astounding 17x indexer throughput improvement keeping CPU 
saturation below 70%.8
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7  scality.com/products/ring/

8, 9  Based on HPE, Splunk, and Intel testing 
with up to 12 indexers per host conducted 
in August 2020. Results may vary. FIGURE 4. Indexer daily throughput performance and CPU utilization per host9
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The benchmark search was designed for a base load of enterprise security with data model 
acceleration (DMA) running uninterrupted and concurrently to the ingest workload. For traffic 
during each run there were 15 Splunk Enterprise Security users, 30 concurrent core searches, 
and 4 high density DMA searches. While running, there were no skipped searches and 
consistent search performance with minimum and average search times remaining consistent.

Our solution partners
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DMA search Seconds (min.) Seconds (avg.) Seconds (max.)

Network traffic 571 577.9 608.2

Web 570.6 575.1 913.2

Network resolution 570.6 570.8 572.7

Change 9.2 27.5 303.7

Endpoint file system 6.4 27.1 169.7

TABLE 1. DMA timing

Multiple runs of more than 12 hours each were performed under heavy load to reach steady 
state and help ensure saturation of the system.

KEY SOLUTION RESULTS 

The HPE GreenLake service enables a modern delivery of containerized Splunk that can 
take full advantage of the optimized Intel Xeon Scalable processors and Intel NVMe NAND 
to drive utilization and throughput. While running a light concurrent search workload, the 
solution was able to independently scale from 1, to 6, to 12 indexers per host delivering an 
astounding 17x indexer throughput improvement while keeping CPU saturation below 70%. 

WHAT THIS MEANS FOR YOU 

The tight collaboration between HPE, Intel, and Splunk brings dark data to light by making 
it simple to collect, analyze, and act upon the untapped value of the Big Data generated by 
your technology infrastructure, security systems, and business applications—giving you the 
insights to drive operational performance and business results. This enhanced delivery of 
Splunk creates a single datastore of all machine data that leverages open-source Kubernetes 
and S3 and is available as a fully managed aaS solution from HPE.

• Reduces the data blind spot with up to 17x higher data ingest per host

• Shrinks the infrastructure footprint and significantly lowers TCO with a loosely coupled 
architecture that independently scales search heads, indexers, and storage

• Adds new use cases rapidly, deploying new indexers, and search heads in minutes

• Leverages Splunk SmartStore to efficiently balance hot cache and S3 object storage for 
exabyte scale cold data 

• Allows you to pay for what you use with rapid scalability of the flexible consumption model, 
and no up-front outlay

• Enables organizations to focus on their business with the fully managed aaS solution

LEARN MORE AT
hpe.com/us/en/solutions/container-platform
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